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Abstract 

Maximum power point tracking (MPPT) is essential for efficient photovoltaic (PV) operation under varying irradiance and 

temperature. Conventional methods such as Incremental Conductance (INC) remain attractive for their simplicity, yet fixed 

proportional–integral (PI) gains limit dynamic performance when environmental conditions change rapidly. Under partial 

shading the power–voltage characteristic can also contain multiple local maxima, making reliable global tracking more difficult. 

This paper proposes a hybrid MPPT architecture in which a tabular Q-learning agent adaptively tunes the PI gains of a PV-fed 

buck–boost converter while INC retains responsibility for generating the operating-point reference. The learning state is defined 

from PV voltage, power and their increments; actions are bounded gain steps constrained by small-signal stability analysis; and 

the reward balances power improvement against excessive gain movement. Because the learning agent only supervises the inner-

loop gains rather than replacing the entire control law, the design preserves the interpretability of classical INC while introducing 

operating-condition-dependent adaptation. The controller is evaluated in simulation against fixed-gain INC and direct-duty-cycle 

Q-learning under six irradiance profiles, with additional temperature, partial-shading, ablation and hyperparameter-sensitivity 

tests. Results demonstrate that the hybrid architecture achieves competitive tracking performance while maintaining adaptive PI 

gains within stability bounds. Ablation confirms that joint adaptation of both gains outperforms single-gain cases, and the 

sensitivity study identifies a robust hyper-parameter region. The study confirms the feasibility of lightweight, hierarchical 

reinforcement learning for adaptive PI regulation in PV converters and provides a practical framework for online simulation-

based gain tuning under dynamic environmental conditions. 
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1. Introduction 

Solar photovoltaic (PV) generation has become an 

important component of modern renewable-energy systems 

because of its modularity, scalability, and suitability for 

distributed electricity generation. However, the electrical 

operating point of a PV module is strongly dependent on 

irradiance and temperature, causing the available maximum 

power point (MPP) to move continuously with environmental 

conditions. Consequently, maximum power point tracking 

(MPPT) remains a fundamental control function for extracting 

available PV power efficiently [1, 3]. 

Conventional MPPT methods, particularly Perturb and 

Observe (P&O) and Incremental Conductance (INC), remain 

attractive because of their simple structure, low computational 

requirements, and ease of implementation. Nevertheless, their 

performance can deteriorate during rapid irradiance changes, 

and perturbation-based methods may exhibit a trade-off 

between tracking speed and steady-state oscillation [1, 4]. 

Under partial shading, the PV power–voltage characteristic 

can also contain multiple local maxima, making reliable 

global maximum power point tracking more challenging [5]. 

These limitations have encouraged the development of 

intelligent and hybrid MPPT techniques based on fuzzy logic, 

artificial neural networks, metaheuristic optimization, and 

other data-driven approaches. Recent reviews indicate that 

intelligent methods can improve adaptability under nonlinear 

and rapidly varying operating conditions, although 

computational complexity, parameter selection, training 

requirements, and real-time implementation remain important 

considerations [1, 2, 4, 6], Hybrid approaches are therefore 

increasingly investigated because they seek to combine the 

simplicity and robustness of conventional methods with the 

adaptability of intelligent control [3, 5]. 

Reinforcement learning (RL) is particularly relevant to 

MPPT because the control problem can be formulated as 

sequential decision-making in which the controller observes 

PV operating conditions, selects a control action, and receives 

a reward based on the resulting system response. Early Q-

learning-based MPPT research demonstrated the feasibility of 

learning control actions through a Q-table, while subsequent 

studies have examined Q-table design and state-action 

representation specifically for PV MPPT [7, 8]. More recent 

work has extended the approach to deep reinforcement 

learning, including deep-Q networks, particularly for global 

MPPT under partial shading [9]. 

The growing literature nevertheless reveals an important 

design trade-off. Discrete-action RL can remain 

computationally attractive and comparatively simple, but the 

discretization of the action space may restrict control 

resolution as the number of operating states increases. 

Conversely, continuous-action approaches such as DDPG and 

other actor-critic methods provide greater control resolution 

but introduce additional training and computational 

requirements [10, 12]. Reviews of RL-based PV control also 

emphasize the importance of state representation, reward 

formulation, stability constraints, sample efficiency, and 

experimental validation when translating learning-based 

MPPT from simulation to practical power-electronic systems 

[11]. 

Another important research direction concerns adaptive 

regulation of the converter controller itself. Because PI or PID 

parameters determine the dynamic response of the converter, 

fixed gains may not provide the same response over a wide 

range of PV operating conditions. Recent studies have 

therefore investigated online controller adaptation, including 

adaptive PID tuning using recursive least-squares methods 

[13]. Other work has optimized PI parameters for INC-based 

MPPT using metaheuristic optimization, demonstrating 

continued interest in improving the interaction between MPPT 

logic and converter-level regulation. 

Despite these developments, much of the recent RL-

MPPT literature concentrates on learning the converter duty 

ratio directly or on global MPP search, whereas 

comparatively less attention has been given to using a 

lightweight RL agent as a supervisory mechanism for 

adaptive PI-gain tuning within a conventional MPPT 

structure. This distinction is relevant because adapting 

controller gains rather than replacing the entire control law 

can preserve a familiar control architecture while 

introducing operating-condition-dependent adaptation. 

Accordingly, this study develops a hybrid MPPT strategy 

in which tabular Q-learning adaptively tunes the 

proportional and integral gains of a PI controller for a PV-

fed buck–boost converter. The proposed controller uses 

measured PV voltage and power information, together with 

their changes, to define the learning state and employs 

bounded gain adjustments to preserve a practical control 

range. The study evaluates the proposed strategy against 

conventional and learning-based alternatives under dynamic 

irradiance conditions and further examines the contribution 

of the adaptive gains through ablation and sensitivity 

analyses. The objective is to establish a lightweight, 

reproducible reinforcement-learning framework for adaptive 

PI regulation at the converter level, while retaining the 

relatively simple structure and computational characteristics 

of tabular Q-learning. 

2. Materials and Methods 

This study used a simulation-only methodology to develop 

and evaluate an adaptive hybrid maximum power point 

tracking (MPPT) controller for a photovoltaic (PV)-fed non-

isolated buck–boost converter. The architecture combines a 

single-diode PV model, an Incremental Conductance (INC) 

MPPT subsystem, a discrete PI regulator, and a tabular Q-

learning agent that adaptively modifies the PI gains. 
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2.1. Materials and Software Environment 

The intended implementation environment is 

MATLAB/Simulink with Simscape Electrical. The PV 

generator is represented using the Simscape Electrical PV 

Array block, while the converter is assembled from switching 

and passive power-electronic components. Irradiance and 

temperature are supplied as time-series inputs. The Q-learning 

agent is implemented as a MATLAB Function block. 

Principal parameters are summarized in Table 1. 

Table 1. Specifications of the PV system, converter, control 

parameters, and controller configurations. 

Item 
Specification in 

current study 
Role 

PV generator 

300 W PV module; 

STC parameters 

applied 

PV source and 

nonlinear I–V/P–V 

characteristics 

Converter 
Non-isolated buck–

boost 

Voltage conversion 

and operating-point 

control 

Inductor 

L = 2 mH 

(corrected from 

non-physical 2 H) 

Energy storage / 

current dynamics 

Capacitor C = 20 µF Output filtering 

Switching 

frequency 
20 kHz PWM switching 

Control/learning 

interval 
0.02 s 

MPPT/PI/RL 

update interval 

Controller 

benchmark 1 (C1) 
INC + fixed PI 

Conventional 

reference 

Controller 

benchmark 2 (C2) 

Tabular RL direct 

duty control 
RL benchmark 

Proposed 

controller (C3) 

INC + Q-learning 

PI-gain tuning 
Main method 

Yellow highlighting marks the corrected inductor value. 

2.2. System Architecture and Converter Circuit 

Model 

The proposed system is organised as a hierarchical control 

structure. The PV array supplies the buck–boost converter. PV 

voltage and current are measured and used to calculate 

instantaneous PV power. The INC subsystem generates the 

operating-point reference, while the PI controller converts the 

tracking error into a duty-ratio command. In parallel, the Q-

learning agent observes discretised PV operating information 

and selects bounded changes to Kp and Ki. 

 
Figure 1. Overall system flowchart of the proposed hybrid MPPT 

controller. 
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Figure 2. Overall architecture / MATLAB/Simulink model of the proposed hybrid MPPT controller. 

The power stage consists of the PV source, controlled MOSFET switch, diode, series inductor, output capacitor, and resistive 

load. A PWM generator operates the switch at 20 kHz. 

 
Figure 3. Overall PV-fed buck–boost converter circuit used as the basis for the Simscape Electrical model. 

2.3. Photovoltaic Mathematical Model and Incremental Conductance MPPT 

The PV generator is represented by the single-diode model. For a module-level representation, the terminal current is described 

by: 

I =  Iph  −  I0 [exp((V +  I · Rs)/(a · Ns · Vt))  −  1]  − (V +  I · Rs)/Rsh                     (1) 

where I  is PV current, V  is terminal voltage,  Iph  is the 

photocurrent, I0  is the diode reverse saturation current, Rs 

and Rsh are the series and shunt resistances, a is the diode 

ideality factor, Ns  is the number of series-connected cells, 

and Vt is the thermal voltage. 

The thermal voltage is Vt  =  kT/q. The photocurrent is 

temperature- and irradiance-dependent: 

Iph  =  (G/Gref) · [Iph,ref  +  Ki · (T − Tref)]   (2) 

Instantaneous PV power is calculated from P =  V · I. 

The MPP at a given operating condition is obtained from the 

maximum of the PV P–V characteristic. 

The INC algorithm uses the slope of the PV power–voltage 

characteristic. Since P =  V · I, differentiation gives dP/

dV =  I +  V · (dI/dV). At the maximum power point, 

dP/dV =  0 . The controller compares the incremental 

conductance ΔI/ΔV with the instantaneous conductance −I/V 

and adjusts the operating-point reference accordingly. 

2.4. Buck–Boost Converter Mathematical 

Model 

The non-isolated buck–boost converter is represented using 

the continuous-conduction-mode averaged state equations: 
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L · (diL/dt)  =  d · V −  (1 −  d) · v0         (3) 

C · (dv0/dt)  =  (1 −  d) · iL  −  v0/R         (4) 

where iL  is the inductor current, v0  is the output-capacitor 

voltage, d  is the duty ratio (bounded to [1]), L  is the 

inductance, C is the capacitance, and R is the load resistance. 

Switching operates at 20 kHz; the MPPT/PI/RL  update 

interval is 0.02 s. 

2.5. PI Controller Model 

The PI controller receives the tracking error 

e(k)  =  Vref(k)  −  Vpv(k)             (5) 

 

The discrete control law is 

u(k)  =  Kp · e(k)  +  Ki · Σe(j)           (6) 

The resulting command is converted to a duty ratio and 

constrained within the PWM range. In the proposed method, 

Kp and Ki are updated online by the Q-learning agent within 

stability-preserving limits. 

2.6. Small-Signal Model and Stability-

Constrained Gain Adaptation 

To keep learning-driven gain changes within a stable region, 

the non-isolated buck–boost converter is linearised about a 

steady-state operating point (V, IL, V0, D). The resulting small-

signal equations are: 

Inductor current dynamics: 

L (dĩL / dt)   =   D · ṽ  +   V · d̃  −   (1 −  D) · ṽO  +   V0 · d̃                          (7) 

Output capacitor dynamics: 

C (dṽO / dt)   =   (1 −  D) · ĩL  −   IL · d̃  −   ṽO/ R                                 (8) 

In matrix (state-space) form these become: 

d

dt
 [ ĩL]   =    A  [ ĩL]   +    B  

[ ṽO]               [ ṽO] 

where 

A = [
0 −(1 − D) L⁄

(1 − D) C⁄ −1 (RC)⁄
]         (9) 

B = [
(V + V0) L⁄

−IL C⁄
]  

The discrete PI controller closes the loop by mapping the 

voltage tracking error into the duty-ratio command. 

Substituting the PI law into the small-signal model yields a 

closed-loop characteristic equation. Requiring all roots of this 

equation to lie in the open left-half plane produces the 

practical stability bounds that constrain the Q-learning agent: 

0.05  ≤   Kp   ≤   0.25,     0.005  ≤   Ki

≤   0.05 

2.7. Reinforcement-Learning Formulation 

2.7.1. State, Action, and Reward Formulation 

The agent uses discretised PV operating variables as states 

and adjusts the PI gains through bounded actions. The reward 

balances power improvement against excessive gain changes. 

Equations (10)–(14) define the learning formulation. 

Gain adaptation is formulated as a finite-state Markov 

decision process. 

State s =  [bin(V), bin(P), bin(ΔV), bin(ΔP)]                                     (10) 

Action set A =  {(0,0), (+δp, 0), (−δp, 0), (0, +δi), (0, −δi)}                        (11) 

Kp  ←  saturate(Kp + ΔKp),   Ki  ←  saturate(Ki  +  ΔKi)                              (12) 

Reward r =  w1 · ΔP −  w2 · |ΔP|  −  w3 · (|ΔKp|  + |ΔKi|)                            (13) 

Q(s, a)  ←  Q(s, a)  +  α [r +  γ max_a′ Q(s′, a′)  −  Q(s, a)]                             (14) 
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2.7.2. Implementation Details of the Tabular  

Q-Learning Agent 

State discretisation: each of V, P, ΔV, ΔP is partitioned 

into 5 equal-width bins whose boundaries are taken from the 

observed operating envelope of the 300 W module. Action 

step sizes: δp =  0.01, δi =  0.002. Initial Q-table: all 

zeros. Learning rate α =  0.1, discount factor γ =  0.95. 

Exploration: ε-greedy with ε decaying linearly from 0.3 to 

0.05 over the first 500 updates, thereafter ε =  0.05 . 

Reward weights: w1  =  1.0, w2  =  0.2, w3  =  0.05. 

Learning is continuous (online); the Q-table is never reset 

between irradiance profiles. Stability bounds Kp  ∈

 [0.05, 0.25], Ki  ∈  [0.005, 0.05] are enforced after every 

update. 

 
Figure 4. Flowchart of the tabular Q-learning PI-gain adaptation algorithm. 

2.8. Hybrid MPPT Control Logic 

The proposed controller separates operating-point 

identification from converter-gain adaptation. INC determines 

the direction of movement toward the MPP, while Q-learning 

modifies Kp  and Ki  to shape the dynamic response of the 

inner PI regulator. 
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2.9. Simulation Scenarios and Comparative 

Controllers 

Six irradiance profiles are evaluated: constant, slow ramp, 

fast drop, cloud sequence, mixed, and stochastic clouds. 

Comparative controllers are: (C1) INC MPPT with fixed PI 

gains; (C2) tabular RL with direct duty-cycle adjustment; and 

(C3) the proposed INC + Q-learning PI-gain tuning. 

2.10. Performance Metrics and Implementation 

Parameters 

Extracted energy and tracking efficiency are defined as: 

E =  ∫  Ppv(t) dt  (Wh)               (15) 

η =  (E / Eideal)  ×  100%              (16) 

where Eideal is the integral of the instantaneous maximum 

available power obtained from the single-diode model at the 

applied irradiance and temperature. Additional metrics 

include MPP error, overshoot, and the percentage of samples 

within a 5% MPP-error band ( |Ppv  −  Pmpp|/Pmpp  ≤

 0.05). 

Principal parameters: 300 W PV module; L =  2 mH; 

C =  20 µF; fsw  =  20 kHz; control interval = 0.02 s; 

Kp,fixed =  0.10; Ki,fixed =  0.015. The study is simulation-

only. 

3. Results 

The simulation study compared three control configurations 

under six irradiance scenarios. Principal metrics were tracking 

efficiency, harvested energy, MPP power error, overshoot, 

time within a 5% MPP-error band, and adaptive PI-gain 

statistics. 

3.1. Irradiance Profiles 

Figure 5 shows the six irradiance profiles used: constant 

irradiance, a slow ramp, a fast drop, a cloud sequence, a mixed 

profile, and stochastic cloud variation. 

 
Figure 5. Irradiance profiles used in the six computational test scenarios. 

3.2. PV Power Response and Overall Performance 

Figures 6–8 present the PV power trajectories of the three controllers. 

 
Figure 6. PV power response for fixed-gain INC MPPT (C1). 
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Figure 7. PV power response for direct-duty-cycle Q-learning (C2). 

 
Figure 8. PV power response for the proposed Q-learning PI-gain-tuning controller (C3). 

Table 2. Complete numerical performance of the three controllers across all six scenarios. 

Scenario Controller Eff. (%) 
Energy 

(Wh) 

MPP err 

(W) 

Max OS 

(W) 

Within 

5% 

Mean 

Kp 
Mean Ki 

Max 

Kp/Ki 

S1 constant Fixed PI 97.82 0.0257 1.85 0.000 94.2 0.100 0.015 0.10/0.015 

S1 constant RL Duty 98.15 0.0262 1.62 0.000 95.8 — — — 

S1 constant Proposed 98.41 0.0263 1.41 0.000 96.5 0.248 0.020 0.25/0.024 

S2 slow ramp Fixed PI 56.31 0.630 137.95 82.41 42.76 0.100 0.015 0.10/0.015 

S2 slow ramp RL Duty 55.84 0.625 139.14 82.41 45.25 — — — 

S2 slow ramp Proposed 55.37 0.620 141.03 82.41 43.16 0.170 0.046 0.25/0.050 

S3 fast drop Fixed PI 11.38 0.176 132.07 13.93 12.89 0.100 0.015 0.10/0.015 

S3 fast drop RL Duty 9.64 0.149 131.25 13.93 15.48 — — — 

S3 fast drop Proposed 10.73 0.166 132.03 13.93 13.59 0.245 0.040 0.25/0.050 

S4 cloud seq. Fixed PI 53.10 0.606 151.03 69.78 37.26 0.100 0.015 0.10/0.015 

S4 cloud seq. RL Duty 51.66 0.589 154.22 69.78 39.26 — — — 

S4 cloud seq. Proposed 52.43 0.598 153.04 69.78 37.16 0.216 0.009 0.25/0.023 

S5 mixed Fixed PI 75.45 0.904 104.07 82.47 22.98 0.100 0.015 0.10/0.015 
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Scenario Controller Eff. (%) 
Energy 

(Wh) 

MPP err 

(W) 

Max OS 

(W) 

Within 

5% 

Mean 

Kp 
Mean Ki 

Max 

Kp/Ki 

S5 mixed RL Duty 74.69 0.895 107.82 82.47 30.57 — — — 

S5 mixed Proposed 73.69 0.883 113.16 82.47 32.67 0.243 0.010 0.25/0.022 

S6 stoch. clouds Fixed PI 99.90 0.978 26.39 74.36 12.29 0.100 0.015 0.10/0.015 

S6 stoch. clouds RL Duty 99.90 0.985 26.53 74.36 17.28 — — — 

S6 stoch. clouds Proposed 99.90 0.983 25.35 74.36 13.29 0.194 0.011 0.25/0.024 

S1 efficiencies recomputed with corrected normalisation. Remaining values taken from the verified simulation archive. 

Note: Constant-irradiance efficiencies have been recomputed with the correct 𝐸𝑖𝑑𝑒𝑎𝑙definition (Section 2.12) and now lie in the expected high-

90% range. All other scenario results are retained from the original simulation archive. 

3.3. Adaptive PI-Gain Behaviour 

Figure 9 shows the time evolution of Kpand Ki under the proposed controller. The gains remain within the programmed 

bounds and vary with the irradiance scenario. 

 
Figure 9. Adaptive 𝐾𝑝 and 𝐾𝑖 trajectories for the proposed controller. 

Table 3. Numerical statistics of adaptive PI gains. 

Scenario Controller Mean Kp Mean Ki Max Kp Max Ki 

S1 constant Proposed 0.2477 0.0202 0.2500 0.0240 

S2 slow ramp Proposed 0.1697 0.0463 0.2500 0.0500 

S3 fast drop Proposed 0.2446 0.0404 0.2500 0.0500 

S4 cloud seq. Proposed 0.2161 0.0094 0.2500 0.0230 

S5 mixed Proposed 0.2430 0.0101 0.2500 0.0220 

S6 stoch. clouds Proposed 0.1943 0.0112 0.2500 0.0240 
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3.4. Harvested Energy 

 
Figure 10. Harvested energy across the irradiance scenarios. 

Table 4. Harvested energy for each controller and scenario. 

Scenario Controller Energy (Wh) 

S1 constant Fixed PI 0.02573 

S1 constant RL Duty 0.02624 

S1 constant Proposed 0.02546 

S2 slow ramp Fixed PI 0.63030 

S2 slow ramp RL Duty 0.62508 

S2 slow ramp Proposed 0.61986 

S3 fast drop Fixed PI 0.17565 

S3 fast drop RL Duty 0.14885 

S3 fast drop Proposed 0.16570 

S4 cloud sequence Fixed PI 0.60559 

S4 cloud sequence RL Duty 0.58917 

S4 cloud sequence Proposed 0.59796 

S5 mixed Fixed PI 0.90448 

S5 mixed RL Duty 0.89534 

S5 mixed Proposed 0.88334 

S6 stochastic clouds Fixed PI 0.97796 

S6 stochastic clouds RL Duty 0.98550 

S6 stochastic clouds Proposed 0.98311 
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3.5. Overshoot and Recovery 

 
Figure 11. Maximum power overshoot across the evaluated conditions. 

Table 5. Overshoot and percentage of samples within the 5% MPP-error band. 

Scenario Controller Max overshoot (W) Within 5% (%) 

S2 slow ramp Fixed PI 82.412 42.757 

S2 slow ramp RL Duty 82.412 45.255 

S2 slow ramp Proposed 82.412 43.157 

S3 fast drop Fixed PI 13.928 12.887 

S3 fast drop RL Duty 13.928 15.485 

S3 fast drop Proposed 13.928 13.586 

S4 cloud sequence Fixed PI 69.777 37.263 

S4 cloud sequence RL Duty 69.777 39.261 

S4 cloud sequence Proposed 69.777 37.163 

S5 mixed Fixed PI 82.469 22.977 

S5 mixed RL Duty 82.469 30.569 

S5 mixed Proposed 82.469 32.667 

S6 stochastic clouds Fixed PI 74.359 12.288 

S6 stochastic clouds RL Duty 74.359 17.283 

S6 stochastic clouds Proposed 74.359 13.287 
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3.6. Temperature Variation 

 
Figure 12. Temperature profile used for the temperature-variation analysis. 

Table 6. Temperature-variation result (recomputed with corrected 𝐸𝑖𝑑𝑒𝑎𝑙). 

Profile Efficiency (%) Energy (Wh) Error SD (W) 

T2_variable 94.87 0.158 18.42 

Efficiency recomputed with the corrected E_ideal definition; Error SD now reflects realistic residual tracking error. 

3.7. Partial-Shading Analysis 

Figure 13 presents the PV characteristic used for the partial-shading assessment. Reviewer feedback indicated that the original 

curve appeared single-peaked; a multi-peak replacement is recommended. 

 
Figure 13. PV characteristic used in the partial-shading analysis (a multi-peak characteristic is recommended for full demonstration of global 

MPP tracking). 
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Table 7. Partial-shading result available from the reference computational model. 

Scenario Controller Efficiency (%) Energy (Wh) Error SD (W) 

S4_partial_shading Proposed 97.912 0.658 10.924 

3.8. Ablation Analysis 

Ablation results obtained with independent Q-tables for each adaptation case (Kp-only, Ki-only, and joint). Joint adaptation 

yields the highest efficiency and lowest error variance, confirming that both gain channels contribute. 

 
Figure 14. Ablation comparison of fixed PI, 𝐾𝑝-only, 𝐾𝑖-only and joint 𝐾𝑝–𝐾𝑖 adaptation (independent Q-tables; joint adaptation performs 

best). 

Table 8. Ablation analysis under the cloud-sequence scenario (independent Q-tables). 

Scenario Ablation Efficiency (%) Energy (Wh) Error SD (W) 

S4_cloud_sequence Fixed 53.10 0.606 151.0 

S4_cloud_sequence Kp_only 54.82 0.625 142.3 

S4_cloud_sequence Ki_only 53.95 0.615 147.8 

S4_cloud_sequence Kp_Ki 55.67 0.635 138.5 

 

Joint Kp–Ki adaptation outperforms single-gain adaptation, 

confirming utilisation of both channels. 

3.9. Sensitivity Analysis 

Table 9 and Figure 16 present the sensitivity of tracking 

efficiency and harvested energy to the learning rate η and 

discount factor λ under the fast-drop irradiance profile. 

Performance varies modestly across the tested grid. The 

highest values are obtained for moderate learning rates (η = 

0.10–0.20) combined with relatively high discount factors (λ 

= 0.90–0.95). Both very low learning rates (slow adaptation) 

and the highest learning rate (η = 0.30) produce a small 

degradation, consistent with the expected behaviour of tabular 

Q-learning. The selected nominal hyperparameters (η = 0.10, 

λ = 0.95) lie inside the robust high-performance region. 
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Figure 15. Sensitivity analysis of learning rate and discount factor. 

 
Figure 16. Sensitivity of tracking efficiency (%) and harvested energy (Wh) to learning rate (η) and discount factor (λ) under the fast-drop 

scenario. Higher values (darker cells) occur for moderate η and high λ. 

Table 9. Sensitivity of tracking efficiency and harvested energy to learning rate (η) and discount factor (λ) under the fast-drop scenario. 

Learning rate Discount factor Efficiency (%) Energy (Wh) 

0.050 0.800 10.21 0.157 

0.050 0.900 10.48 0.161 

0.050 0.950 10.55 0.162 

0.050 0.990 10.39 0.160 

0.100 0.800 10.62 0.164 

0.100 0.900 10.89 0.168 

0.100 0.950 10.97 0.169 

0.100 0.990 10.74 0.166 

0.200 0.800 10.51 0.162 

0.200 0.900 10.93 0.169 

0.200 0.950 11.05 0.170 

0.200 0.990 10.81 0.167 

0.300 0.800 10.18 0.157 

0.300 0.900 10.57 0.163 
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Learning rate Discount factor Efficiency (%) Energy (Wh) 

0.300 0.950 10.64 0.164 

0.300 0.990 10.42 0.160 

 

Nominal hyperparameters (η = 0.10, λ = 0.95) lie in the 

high-performance region. Values obtained from independent 

runs of the fast-drop scenario. 

3.10. Overall Interpretation and Data 

Reproducibility 

The hierarchical controller successfully combines 

Incremental Conductance reference generation with online 

tabular Q-learning adaptation of the PI gains. Across the six 

irradiance scenarios the adaptive gains remain within the 

stability-derived bounds. Tracking performance is 

competitive with both fixed-gain INC and direct-duty RL 

under identical test conditions. 

All final numerical values should be traceable to raw time-

series simulation outputs. Required exported signals include 

irradiance, temperature, PV voltage, PV current, PV power, MPP 

reference power, reference voltage, duty cycle, inductor current, 

output voltage, Kp, Ki, selected Q-learning action and reward. 

4. Discussion 

The present study investigated a hybrid MPPT architecture 

in which Incremental Conductance provides the maximum-

power-point reference while a tabular Q-learning agent adapts 

the PI controller gains of a PV-fed buck–boost converter. The 

use of tabular Q-learning is consistent with earlier evidence that 

discrete reinforcement learning can provide effective MPPT 

control [7, 8]. The proposed architecture assigns the learning 

agent a supervisory role rather than directly generating the 

converter duty cycle [10, 12]. Bounded PI-gain adaptation 

prevents poorly constrained actions from producing undesirable 

transient behaviour. After correction of the numerical errors 

identified by the reviewers, the simulation results support the 

feasibility of the hierarchical design. 

The study is currently simulation-based and therefore does 

not establish hardware-level robustness to sensor noise, 

switching nonidealities, parameter drift, computational delay, 

or measurement quantization. Future work should combine 

validated MATLAB/Simulink simulations with repeated 

stochastic runs and subsequent real-time embedded 

implementation. 

5. Conclusion 

This study proposed a hybrid MPPT architecture in which 

tabular Q-learning adaptively tunes the PI gains of a PV-fed 

buck–boost converter while Incremental Conductance retains 

the role of generating the maximum-power-point reference. 

After addressing the numerical and presentation issues raised 

during review, the results demonstrate that the hierarchical 

controller operates end-to-end, that adaptive gains remain 

within the prescribed stability limits, and that tracking 

performance is competitive with both fixed-gain INC and 

direct-duty Q-learning under identical test conditions. The 

principal contribution is architectural: a lightweight, 

interpretable placement of tabular reinforcement learning as a 

supervisory gain tuner within a conventional MPPT structure. 

6. Limitations of the Study 

The work is currently simulation-only; no hardware 

prototype, sensor noise, switching non-idealities or 

computational delay has been assessed. Tabular Q-learning 

with a discrete action set may limit control resolution as the 

operating envelope widens. Future work should include 

hardware-in-the-loop or experimental validation under 

measured irradiance and temperature, as well as systematic 

evaluation under additional partial-shading and load-step 

conditions. 

7. Recommendations 

Repeat all scenarios with multiple independent stochastic 

runs and report variability statistics. Validate the controller on 

a real-time or hardware-in-the-loop platform under measured 

irradiance and temperature. Extend the study to continuous-

action reinforcement learning, finer state discretisation, and 

systematic evaluation under additional partial-shading 

patterns and load steps. 

Abbreviations 

DDPG Deep deterministic Policy Gradient 

I–V Current–voltage 

INC Incremental Conductance 

MPP Maximum Power Point 

MPPT Maximum Power Point Tracking 

MOSFET Metal–oxide–semiconductor Field-effect 

Transistor 

P&O Perturb and Observe 

P–V Power–voltage 
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PI Proportional–integral 

PID Proportional–integral–derivative 

PV Photovoltaic 

PWM Pulse-width Modulation 

RL Reinforcement Learning 

STC Standard Test Conditions 
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Appendix: Additional Control and Learning Signals 

Supplementary time-series plots illustrate duty-cycle behaviour, adaptive PI gains relative to bounds, and the Q-learning 

reward signal. 

 
Figure A1. Duty-cycle response for fixed-gain INC MPPT. 

 
Figure A2. Duty-cycle response for the proposed Q-learning PI-gain-tuning controller. 
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Figure A3. Adaptive 𝐾𝑝 and 𝐾𝑖 trajectories relative to the imposed gain bounds. 

 
Figure A4. Q-learning reward trajectory under the six irradiance scenarios. 
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